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The OSC Training Programme

An introduction to Supercomputing at 
Oxford 

ïIntroduction to the OSC
Mark Hylton (Today) 

ïIntroduction to Parallel Computing & 
HPC

Jon Lockley (Today) 

Linux for beginners (27th January)

Jon Lockley 

PBS &GOLD (31st January)

Tolis Sisiaridis

Introduction to Scientific programming 

Part I  Mihai Duta ( 3rd February)
Part 2 Mihai Duta (11th February)
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Introduction to Parallel Computing and HPC

Dr Jon Lockley



What is High Performance computing?

ÅNo single, all-encompassing definition

ÅFor the purposes of this course itôs computing which is
ïstuff you canôt do on a desktop or server, 

ïrequires specialised resources and 

ïis carried out on multiple processors in parallel

ÅWeôre going to be working at the ñsports carò level of 
computing...



A useful analogy

ÅLocal desktop

ÅEasily to buy

ÅCheap

ÅLow running costs

ÅEasy to use

ÅNo training required (but 
available)

ÅLow performance



A useful analogy

ÅServers

ÅVery common but more 
expensive

ÅCan be expensive to run

ÅSome local training may be 
required to use properly.

ÅRelatively easy to get the 
best out of them with some 
practice

ÅMid-range performance



A useful analogy

ÅCampus HPC

ÅLess common

ÅFairly expensive

ÅHigh running costs 

ÅTraining  can build on 
previous experience BUT to 
squeeze out the best 
performance,  more 
advanced training and years 
of experience needed

ÅNew users can have 
accidents easily



A useful analogy

ÅNational HPC

ÅA few per country

ÅExtremely expensive

ÅHigh running costs 

ÅSpecialist training and 
experience required to begin 
usage

ÅNew users not allowed near 
them



Purpose of Training

To give new and existing OSC users a quick, streamlined overview of 

the most important and common things they need to know to use the

OSC systems

(Donôt wrap yourself around a lamppost)



Impact of HPC

ÁWaiting for computers is 
dead time too.

ÁThe previous examples 
illustrate a speed-up of 30

ÁThis is what we can 
regularly achieve when we 
move a researchers work 
of a desktop onto an HPC 
system

ÁTake any one thing which 
takes a week to do in you 
place of work and bring it 
down to a few hours...how 
big is the impact?

ÁWaiting for computers is dead time.

ÁTake any one thing which takes a 

week to do in you place of work and 

bring it down to a few hours...how 

big is the impact?

ÁPerformance also limits the scale 

of the problems we can tackle.

ÁTake a problem which you can 

tackle in ten times more detail, size 

(or both)... How big is the impact?



How fast is fast enough?

ÁA home PC can manage on the order of a  few Billion calculations per 
second ïisn't this fast enough?

ÁTo run weather and climate models in a sensible amount of time the 
Met Office needs a  machine which can reach 1Pflop (1 Million Billion 
calculations per second) by 2011

ÁWhy can't we just make our PCs that fast?



Computational Performance  

ÁComputers are an 

amalgamation of components, 

some faster than others

ÁProcessors have enjoyed the 

majority of progress but 

increasingly software is bottle 

necked by other components:

Processor

(FAST) 

Bus

(SLOW) 

Memory

(SLOW) 

Network

(SLOW) 

Storage

(SLOW) 



Making Processors Faster

Á1980s to early 00's ïjust make the processor clocks tick 
faster! 

ÁClocks speed increases heat production, chips experiencing 
thermal limits/damage
ÁPower consumption getting out of control
ÁThe ñMegahertz Mythò

ÁMake components smaller, faster

ÁRuns into physical limitations



Physical Limitations

ÁSize of transistors:
Á2003 90nm
Á2009 32nm
Á2015 8-11nm (TBC) 

ÁSize of Silicon atom = 0.22nm

Analogy:
ÁSilicon atom = football
Á2015 transistor = centre circle
Á2009 transistor = width of pitch

ÁWhat do we do when we're near 1nm?



Physical Limitations

ÁSpeed of light becoming an 
issue

ÁTransmission time down 
cables a significant fraction 
of message transmission 
time

ÁFibre slower than copper!

ÁMemory clock speed more or 
less static for last 10 years

ÁDisks rotating near the speed of 
sound! Not getting faster.



Solution

ÁUse more processors!
ï1950s: multiple processor computers 
ï1980s: possible to link multiple computers together (clusters) 
ïLate 1990s: multiple chip PCs
ïEarly 00's: multiple ñcoresò on single PC chip

ÁNow: hundreds of cores on specialist hardware



How does it work?

ÁWe achieve higher performance by looking for parallelism ïstuff 
you can do independently at the same time.

ÁA Problem can have:

Álots of parallelism (little communication) 
Áno parallelism!
Ásome parts parallelise, others don't (typical) 
Átrivial parallelism (no communication except start/end) 



Analogy: Building a House

ÁBuilding the foundation and the 
roof ïno parallelism

ÁLaying the bricks ïpartial 
parallelism

ÁBuilding the walls and laying the 
drive way - trivially parallel



Once we've found parallelism

ÁSplit the task up

ÁThrow lots of processors and 
memory at it

ÁSit back and watch it run 
blindingly fast

ÁSounds easy...



This is too good to be true isn't it?

ÁSplitting the task up isn't always 
straightforward

ÁSometimes done by the 
application automatically
ÁSometimes done by the OSC 

staff
ÁRarely done by the end user 

(phew) 

ÁNot a magic bullet approach ï
speedup and scaling

ÁCommunication much slower 
than computation...
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Reasons for sub-linear scaling - 1

ÁAlgorithm may not parallelise 
fully (Amdahl's law) 

ÁIf 20% of a problem won't 
parallelise, you can never make 
it more than 5 times faster

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

0

2

4

6

8

10

12

14

16

Example Speedups

Linear

Sub-Linear



Reasons for sub-linear scaling - 2

ÁRemember that computers are 
multi-component systems which 
run at different speeds

ÁProcessors, very fast
ÁCache, fast
ÁMain memory, slow
ÁInterconnect, slow
ÁDisk, very slow
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Reasons for sub-linear scaling


